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Abstract 
This paper proposes an algorithm to quickly spread fixed sized 

fragments of files on a storage device with predictable 

fragmentation. Applications include artificially inducing 

fragmentation on a hard-disk for system testing, testing an 

anti-fragmentation page allocator, etc. 

Introduction 
In our efforts to reproduce a system error in our software, we 

needed a way to generate quick and predictable 

fragmentation on a large disk drive that was initially mostly 

empty and therefore had low fragmentation. We also wanted 

to generate files with controlled number of fragments as well 

as control the overall distribution of file-fragments using a 

general purpose high-level programming language. 

The algorithm described is a reverse Shell Sort
1
 – instead of 

sorting an array by reducing disorder as the gap size 

decreases, we increase disorder and thus the spread of 

fragments. 

Background 
We consider disk based storage systems which have the 

following properties: 

1. File contents are stored in fixed sized blocks
2
. 

2. Block placement is chosen by the underlying storage 

stack. 

Examples include file systems like NTFS, FAT32, Ext4, etc. 

Related Work 
There are methods to artificially induce fragmentation in a 

system by randomizing file metadata (for example this 

patent
3
). These methods are complex, requiring deep 

knowledge of the specific file system and kernel driver to 

accomplish. Our implementation uses Ruby, a high-level 

platform and file system independent programming language. 

                                                           
1 http://en.wikipedia.org/wiki/Shell_sort 
2 The minimum guaranteed value is the file system’s block size (e.g. 
NTFS block size is 4KB). For larger choices of block size, whether it is 
laid out contiguously when there is available contiguous space is 
highly dependent on the implementation of the file system. 
3 http://www.patentstorm.us/patents/7089354/description.html  

Shell Spread Algorithm 
Shell-Sort improves on insertion sort by allowing elements to 

take larger steps toward its sorted location by using a 

decreasing gap sequence
4
. There have been many proposed 

sequences to improve on various characteristics. Shell Spread 

reverses this process and increases the average expected 

distance between adjacent elements – i.e. fragmentation. 

 We chose gap sequence G = {1, 4, 10, 23, 57, 132, 301, 701, 

1750 …} as the best known empirical gap sequence
5
. 

Algorithm 1 ς Shell Spread 

Choosing an optimal size for c 
Choosing c to be block size (typically 4KB) will yield the highest 

possible fragments per file, but can take significantly larger on 

very large disks. On the other hand, choosing a large chunk 

size (e.g. 1GB) will produce fewer file fragments, but will finish 

significantly faster. We made a trade-off between fine grain 

fragmentation and low running time by choosing a chunk size 

of 1 MB.  

                                                           
4 http://en.wikipedia.org/wiki/Shell_sort#Gap_sequence 
5 http://www.research.att.com/~njas/sequences/A102549 

# G is the gap sequence, c is chunk sizeς each file created on disk  
# will be a multiple of c bytes. 
 
Shell Spread(G, c) { 

Loop: For gap size g in G, do { 

1. If (more than 3 files of size g*c cannot be created on 
disk) { 

 Break loop. 

} 

2. Create files of size g*c on disk till free space is 
exhausted. 

3. Of the files created, delete alternate files. This step 
will create holes of free space of size g*c on the disk. 

} 

} 

http://www.patentstorm.us/patents/7089354/description.html
http://en.wikipedia.org/wiki/Shell_sort
http://www.patentstorm.us/patents/7089354/description.html
http://en.wikipedia.org/wiki/Shell_sort#Gap_sequence
http://www.research.att.com/~njas/sequences/A102549


Analysis of the Shell Spread Algorithm 
Nomenclature 

N-fragmented file: A file that has N non-contiguous fragments 

on disk. 

M-separated file: A file which has adjacent file fragments 

separated by a maximum distance of M chunks. 

First pass (1-fragmented, 1-separated files) 

A. The algorithm fills the disk with n files of size c. A majority 

of these files should be contiguous on disk.  

B.    Files are deleted leaving alternate holes of free-space 

of size c. Also, free space increases by   

Second pass (4-fragmented, 2-separated files) 

A. All free space on disk in now available as alternate holes 

of size c.  A file of size 4c will be thus split 4 ways with 

average expected distance of 2 chunks between each 

fragment. We thus get 4-fragmented, 2-separated files. 

B. When alternate 4c sized objects are deleted, we get holes 

within holes – there are 4-separated holes that each 

contain 2-separated holes. 

 Third pass (10-fragmented, 8 separated files) 

A. A file of size 10c will be split multiple ways. At the 

topmost level, it will be split in 3 pieces of size 4c, 4c and 

2c. These pieces will be 8-separated relative to each 

other. The pieces themselves will be 4, 4 and 2-separated 

respectively. The file on whole will be 10-fragmented. 

B. When we delete alternate objects of size 10c, there will 

be a 3 level deep hierarchy of holes -- 20-separated, 8-

separated, and 2-separated respectively. 

Breaking the loop 

If the free space left on the disk is less than 3*g*c, the 

algorithm terminates. This algorithm will always terminate as 

free disk space at each execution of the loop halves. 

Visualization 

A visualization of the Shell Spread algorithm at each pass is 

shown in Figure 1 (Dark blocks are files and white space is free 

space). At each pass, the level of separation of file fragments 

is shown.  

 

 

              Figure 1 

Controlling Distribution of n-fragmented files 

The distribution of n-fragmented files after running the 

algorithm till gap-size n is exponentially decreasing for 

increasing n. 1-fragmented objects will dominate the 

distribution. For custom distributions, we can delete all p-

fragmented objects (1 Җ p Җ n).  

For example, to generate only n-fragmented files, the 

algorithm will look like follows: 

Algorithm 2- Shell-Spread 2. 

Test Setup and methodology 
Hardware: Seagate® ST30815AS Hard Disk Drive, 80GB 

capacity, 64GB free space, 2GB RAM, 3GHz Intel® Pentium 4 

Processor. 

Software: Windows® XP OS, NT, Ruby implementation run on 

Cygwin®, a Linux environment for Windows®. 

Methodology: 

- Test hard disk was defragmented before each run. 

- Defragmented disk had 0 fragmented files. 

- Any file created on the file system after that point would 

be by the Shell-Spread algorithm. 

- All resulting logs, screenshots were saved to network 

share directly. 

- The test ran Algorithm Shell-Spread 2, of which Shell-

Spread forms the first step. 

Shell Spread 2 (G, c, p) { 

while (1) { 

A: Run algorithm Shell Spread (G, c) for Gap sizes м Χ ƴ. 

B. Delete all files of size p όм Җ p < n) 

Break loop when required distribution is reached, or free 

disk space is exhausted. 

} 

} 

http://www.cygwin.com/


- Each run of Algorithm 1 was timed and statistics from the 

Windows® Disk Defragmenter Utility were logged. 

- Different chunk sizes were experimented with as well as 

dynamic chunk sizes that change during a run of the 

algorithm. 

- At the end of a run, all files created by the algorithm 

were deleted, resetting hard drive layout state to the 

original. 

- The Ruby implementation used an in-memory pattern of 

chunk size c and used that to write to files. By utilizing 

the memory and disk caches to the maximum, we 

minimized time spent in file writes. 

Results 
Average fragments per fragmented file 

The Windows® Disk Defragmenter calculates average 

fragmentation per file on a system wide basis. At the beginning 

of the fragmentation pass, we defragmented the test hard disk 

and there was 0% fragmentation with 0 fragmented files. We 

calculate average fragments per fragmented file as the ratio of 

number of fragmented files and number of excess fragments and 

plot it in Graph 1. We observe an exponential growth of the 

ratio.  

 

Visualizing disk fragmentation in time 

Each pass of the Shell Spread algorithm can be visualized by 

creating a “timeline” of screen-grabs of the Windows® Disk-

Defragmenter Utility’s estimated disk usage graph. 

 In Figure 2, +N indicates addition of files of size (N*chunk-

size) and deleting every alternate file that was added. This 

corresponds to steps A and B in Algorithm 1. -N indicates 

deletion of files of size (N*chunk size).  This corresponds to 

step B in Algorithm 2. 

 Notice the similarity of the Figure 1 with Figure 2 (actual). 

<Contiguous Files, <Unmovable Files, <Fragmented Files Ä Free Space 

Figure 2: Visualizing disk fragmentation after each pass for c=1MB 

File Fragmentation 

Graph 2 shows file fragmentation (%) as reported by the 

Windows® Disk Defragmenter utility at each pass of Algorithm 

1. Notice that there is 86% available free space as 14% of the 

disk is occupied by operating system files.  

The algorithm converges to the 98 percentile mark (82% file 

fragmentation) in 8 passes. The fragmentation progresses in 

two large “jumps” and then converges to full fragmentation. 

The shape of the curve is preserved independent of chunk size 

chosen (see Robustness). We conjecture that this may be a 

function of the chosen gap sequence. (See Future work) 
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Graph 1: Growth of average file fragments per pass

http://www.ruby-lang.org/en/
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Graph 3: Changing distribution of file fragments perpass

Distribution of file fragments 

In Graph 3, we used the disk defragmenter utility’s detailed 

file fragment statistics to visualize the distribution on file 

fragments after each pass. At each pass the concentration of 

files with higher-order fragments increases. Also notice that 

the distribution goes from a smooth decay to a cascading 

decay with conspicuous steps. This is due to the fact that we 

use algorithm Shell-Spread 2 to concentrate the distribution 

of files with specific number of fragments. The maximum 

number of fragments for the 19
th

 pass was 10,344!  

 
Robustness 

We tried this experiment with chunk sizes 256MB, 128MB, 

64MB, 32MB and noticed a strange robustness in the resulting 

fragmentation pattern – the shapes in Graph 2 and Graph 4. 

The only differences seen with different chunk sizes were in: 

1. Running time – the passes with smaller chunk size 

took longer
6
, and 

2. Fragmentation characteristics – average and total 

number of fragments were higher for smaller chunk 

size. 

 

Observations and Conclusions 

1. The algorithm produces a robust and predictable 

fragmentation pattern, independent of chunk size.  

2. Time to reach full fragmentation is inversely proportional 

to chunk size.  

3. Average number of fragments per fragmented files 

created is inversely proportional to chunk size. 

4. Total fragments in the file system inversely proportional 

to chunk size. 

5. Chunk sizes that are not powers of 2 performed worse 

than those that are. 

6. Minimum file fragment count increases at each iteration 

that adds files. 

Future work 

1. Study the impact of using different gap sequences on 

fragmentation characteristics. 

2. Analyze the algorithm for file-systems other than NTFS. 

3. Explore randomization of the Shell Spread algorithms. 

4. Analyze the algorithm’s inherent robustness. 

                                                           
6 The delay is due to the file system’s overhead of maintaining 
metadata for the created files. As the ratio of file-metadata (bytes) 
written, to file data written (bytes) increases, so does the average 
writing time per byte. 
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Graph 2: Growth of file fragmentationof disk per pass
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Graph 4: Growthof file fragmentation of disk for various chunk sizes


